CS 201 OPERATING SYSTEMS (FALL 2005)
ANSWERS TO TEST 1
Answer to Problem 1 (20 points)
Producer puts items into a shared buffer, and consumer takes them out. With a fixed-size buffer between them, producer needs to wait if buffer is full and consumer needs to wait if buffer is empty.
  
 # define BUFFER_SIZE n
typedef struct {

   …

} item;

item buffer [BUFFER_SIZE];

int in=0;

int out=0;

Boolean isfull [BUFFER_SIZE];
isfull [0:BUFFER_SIZE-1] = 0;   // initialize all flags to false
 
// The code for the producer process

    While(1){



 ...



produce an item in nextProduced



 ...

  
While ( in == out && isfull [in] = 1)   //or While (isfull [in] = 1)
;               // full, wait.
  

buffer [in] = nextProduced;

   
isfull [in] = 1;

   
in = (in+1) % BUFFER_SIZE;

}

     
// The code for the consumer process

while(1){

        

while ( in == out && isfull [out] == 0)  // while (isfull [out] == 0)
;  
 //empty, wait.
        
nextConsumed = buffer [out];

    

isfull [out] = 0;

    

out = (out+1) % BUFFER_SIZE;



 ...



consume the item in nextConsumed



...

     

}

Answer to Problem 2 (20 points)

any two of the follows:  (see textbook, Chapter 5.1.2, for details)
1. Responsiveness: multiplethreading an interactive application may allow a program to continue running when part of it is blockaded or is performing a lengthy operation, thereby increasing responsiveness to the user.
2. Resource Sharing: By default, threads share the memory and the resources of the process to which they belong. The benefit of code sharing is that it allows an application to have several different threads of the activity all within the same address space. 
3. Economy: Allocating memory and resources for process creation is costly. 
4. Utilization of MP Architectures: In a multiprocessor architecture, each thread may be running in parallel on a different processor. 
(b) Context Switch: When CPU switches to another process, the system must save the state of the old process and load the saved state

for the new process.

Answer to Problem 3 (20 points)


For P1, Priority = (40/2) + 60 = 80


For P2, Priority = (18/2) + 60 = 69

For P3, Priority = (10/2) + 60 = 65
Thus, the traditional UNIX schedule lowers the relative priority of a CPU-bound process (e.g., P1) by increasing its priority number.
Answer to Problem 4 (20 points)

Proof by contradiction:

Let P1, P2, …, Pn be n process, and let w1, w2, …, wn their corresponding burst times.
Assume there is a scheduling S that is not SJF, and it minimizes the average waiting time (AWT). Then the schedule with S implies that there exist at least two processes Pi, Pi+1 such that w(i+1) < wi. 

Notice that the waiting time of all other jobs will not change if we switch Pi and Pi+1. Let the sum of waiting times of other jobs be T, t the beginning time of Pi, then



for S, AWTs = [T+ t + t+ w(i) ]/n;

Now switching the order of Pi and Pi+1, we have



for S’, AWTs’ = [T+ t + t+ w(i+1) ]/n;
Since w(i+1) < wi, we know AWTs’ < AWTs, and thus, scheduling S is not optimal. Contradiction! 

Hence, SJF scheduling algorithm minimizes AWT.
Answer to Problem 5 (20 points)


a. 
      SJF and Priority (when it is preemptive) may result in starvation.
b.

FCFS discriminates against short jobs since any short job arriving after long jobs will have a longer waiting time.

RR treats all jobs equally (giving them equal bursts of CPU time) so short jobs will be able to finish faster. 

Multilevel feedback queues work similar to the RR algorithm. They discriminate favorably toward short jobs.


c. 
any two of the follows: (see textbook, Chapter 6.6, for details)
1. Deterministic modeling – takes a particular predetermined workload and defines the performance of each algorithm for that workload.

2. Queueing models 

3. Simulations
4. Implementation

