CS 201 OPERATING SYSTEMS (FALL 2005)
SOLUTIONS TO ASSIGNMENT 2
(For reference only -- some questions may have several acceptable answers)
Q 1 
3.10 (5 pts)

What is the purpose of system programs?
Answer: 
System programs can be thought of as bundles of useful system calls. They provide basic functionality to users and so users do not need to write their own programs to solve common problems.
3.13 (5 pts)

What is the main advantage for an operating-system designer of using a virtual machine architecture? What is the main advantage for a user?

Answer: 
The system is easy to debug, and security problems are easy to solve. Virtual machines also provide a good platform for operating system research since many different operating systems may run on one physical system.

4.1 (5 pts)

MS-DOS provided no means of concurrent processing. Discuss three major complications that concurrent processing adds to an operating system.

Answer: 
(1) A method of time sharing must be implemented to allow each of several processes to have access to the system. This method involves the preemption of processes that do not voluntarily give up the CPU (by using a system call, for instance) and the kernel being reentrant (so more than one process may be executing kernel code concurrently).

(2) Processes and system resources must have protections and must be protected from each other. Any given process must be limited in the amount of memory it can use and the operations it can perform on devices like disks.

(3) Care must be taken in the kernel to prevent deadlocks between processes, so processes aren’t waiting for each other’s allocated resources.

5.1 (5 pts)

Provide two programming examples of multithreading giving improved performance over a single-threaded solution.

Answer:
(1) A Web server that services each request in a separate thread. 

(2) A parallelized application such as matrix multiplication where different parts of the matrix may be worked on in parallel. 

(3) An interactive GUI program such as a debugger where a thread is used to monitor user input, another thread represents the running application, and a third thread monitors performance.

5.6 (5 pts)

What resources are used when a thread is created? How do they differ from those used when a process is created?

Answer:

Because a thread is smaller than a process, thread creation typically uses fewer resources than process creation. Creating a process requires allocating a process control block (PCB), a rather large data structure. The PCB includes a memory map, list of open files, and environment variables. Allocating and managing the memory map is typically the most time-consuming activity. Creating either a user or kernel thread involves allocating a small data structure to hold a register set, stack, and priority.

6.1 (5 pts)

A CPU scheduling algorithm determines an order for the execution of its scheduled processes.

Given n processes to be scheduled on one processor, how many possible different schedules are there? Give a formula in terms of n.

Answer:
 n! (n factorial = n* ( n – 1) * ( n – 2)  ...*  2 * 1)

6.3 (15 pts)

Consider the following set of processes, with the length of the CPU-burst time given in milliseconds:
	Process
	Burst Time
	Priority

	P1
	10
	3

	P2
	1
	1

	P3
	2
	3

	P4
	1
	4

	P5
	5
	2


The processes are assumed to have arrived in the order P1, P2, P3, P4, P5, all at time 0.

a. Draw four Gantt charts illustrating the execution of these processes using FCFS, SJF, a non-preemptive priority (a smaller priority number implies a higher priority), and RR (quantum = 1) scheduling.

b. What is the turnaround time of each process for each of the scheduling algorithms in part a?

c. What is the waiting time of each process for each of the scheduling algorithms in part a?

d. Which of the schedules in part a results in the minimal average waiting time (over all processes)?

Answer:

a. The four Gantt charts are
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	2
	5
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b. Turnaround time

	
	FCFS
	RR
	SJF
	Priority

	P1
	10
	19
	19
	16

	P2
	11
	2
	1
	1

	P3
	13
	7
	4
	18

	P4
	14
	4
	2
	19

	P5
	19
	14
	9
	6


c. Waiting time (turnaround time minus burst time)

	
	FCFS
	RR
	SJF
	Priority

	P1
	0
	9
	9
	6

	P2
	10
	1
	0
	0

	P3
	11
	5
	2
	16

	P4
	13
	3
	1
	18

	P5
	14
	9
	4
	1

	avg
	9.6
	5.4
	3.2
	8.2


d. Shortest Job First  (avg = 3.2)
6.5 (5 pts)

Consider a variant of the RR scheduling algorithm where the entries in the ready queue are pointers to the PCBs.

a. What would be the effect of putting two pointers to the same process in the ready queue?

b. What would be the major advantages and disadvantages of this scheme?

c. How would you modify the basic RR algorithm to achieve the same effect without the duplicate pointers?

Answer:

a. In effect, that process will have increased its priority since by getting time more often it is receiving preferential treatment.

b. The advantage is that more important jobs could be given more time, in other words, higher priority in treatment. The consequence, of course, is that shorter jobs will suffer.

c. Allot a longer amount of time to processes deserving higher priority. In other words, have two or more quantums possible in the Round-Robin scheme.
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